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ABSTRACT

PATH VERIFICATION IN SOFTWARE-DEFINED NETWORKS USING
PROGRAMMABLE DATA PLANES

Bostan, Hakan
M.S., Department of Computer Engineering

Supervisor: Prof. Dr. Ertan Onur

January 2022, (63| pages

Software-Defined Networks (SDNs) revamp the traditional network architectures by
segregating the data plane and control plane and introducing a programmable and log-
ically centralized control plane. Although SDNs bring along extensive improvements,
as well as solutions to some of the network security problems, the security of SDN
itself is often overlooked. Especially the security of the data plane is often overlooked
because of the widespread assumption that the data plane devices are trusted. How-
ever, an adversary can compromise data plane devices and change their behavior. Due
to a lack of verification mechanisms, the controller cannot verify that the forwarding
behavior has not been altered and packets follow their intended paths. Solutions for
traditional IP networks cannot be readily applied to SDN deployments. Moreover,
solutions in SDN domain are held back by the limitations of the broadly used Open-
Flow devices on the data plane. In this thesis, we present the path verification problem
and propose a controller design, P4thV, that provides path verification and packet in-
tegrity verification by leveraging the benefits of SDNs and the programmable data
planes using P4. P4thV works by analyzing the packets entering and exiting the net-

work to detect packet integrity violations as well as abnormal forwarding behaviors.



Additionally, P4thV collects flow statistics from switches to verify the forwarding be-
havior of the switches further and detect attacks against the data plane. We prototype
P4thV using Python and P4 enabled open source BMv2 software switch. We then
evaluate its performance using Mininet emulations and present our results. Further,
we compare P4thV against recent studies FOCES and SPHINX. Our experiments
show that P4thV outperforms FOCES by achieving over 97% verification accuracy
and almost two times faster anomaly detection while requiring 50% less control chan-
nel messages than SPHINX and causing negligible additional forwarding delays and
10% throughput degradation.

Keywords: Software defined networks, path verification, programmable data plane,

p4
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0z

YAZILIM TANIMLI AGLARDA PROGRAMLANABILIR VERI DUZLEMI
ILE PATIKA DOGRULAMA

Bostan, Hakan
Yiiksek Lisans, Bilgisayar Miihendisligi Boliimii

Tez Yoneticisi: Prof. Dr. Ertan Onur

Ocak 2022 , [63]sayfa

Yazilim taniml aglar, geneksel ag mimarilerini kontrol ve veri diizlemlerini ayira-
rak ve programlanabilir mantiksal olarak merkezilestirilmis kontrolcii tanimlayarak
yenilestirmistir. Yazilim tamimli aglar kapsamli gelistirmelerin yaninda bazi ag gii-
venligi problemlerine ¢oziimler sunmasina ragmen, yazilim tanimli aglarin kendisi-
nin giivenligi siklikla goz ardi edilmistir. Ozellikle veri diizleminin giivenligi, veri
diizlemindeki cihazlarin giivenilir oldugu varsayiminin yaygin olarak kabul edilmesi
yiiziinden siklikla goz ardi edilmistir. Fakat, veri diizlemindeki cihazlar ele gecirile-
rek davraniglar1 degistirilebilir. Kontrolcii, dogrulama mekanizmalarinin eksikligin-
den dolay1 ag cihazlarinin veri iletim bi¢imlerinin degisip degismedigini ve paketle-
rin agda istenilen patikalar takip edip etmedigini dogrulayamamaktadir. Geleneksel
IP aglar icin iiretilmis ¢coziimler ise yazilim tamiml ag yerlestirmelerine kolayca uy-
gulanamamaktadir. Buna ek olarak, yazilim tanimli aglar i¢in iiretilmis ¢coziimler de
veri diizleminde yaygin olarak kullanilan OpenFlow cihazlarinin limitasyonlart ile ki-
sitlanmaktadir. Bu calismada, patika dogrulama problemi tanimlanip, yazilim taniml

ag ve programlanabilir veri diizleminin avantajlarim1 kullanarak patika dogrulamasi

vii



ve paket biitiinliigii saglayan bir kontrolcii dizayn1 olan P4thV sunulmustur. P4thV,
paket biitiinliigiinii ihlal eden durumlar1 ve anormal iletim davraniglarini, aa giren ve
agdan ¢ikan paketleri analiz ederek saptamaktadir. Bununla birlikte, P4thV, ag cihaz-
larinin paket iletim davaranislarin1 dogrulamaktadir ve veri diizlemine kars1 gercek-
lestirilen saldirilar tespit etmektedir. Python ve P4 6zellikle agik kaynak kodlu BMv?2
yazilimsal ag anahtar1 kullanarak P4thV’nin bir prototipi yapilmistir. P4thV’nin per-
formans1 Mininet emiilasyonlari ile degerlendirilmis ve sonuglar sunulmustur. Ayrica,
P4thV, yakin zamanda yapilmigs FOCES ve SPHINX caligsmalari ile kargilagtirilmistir.
Deneylerimiz sonucunda, P4thV, 97% dogrulama dogrulugu ve yaklasik iki kat hizli
anomali tespiti ile FOCES’ten daha iyi sonug¢ vermistir. Bu performans, SPHINX’e
oranla 50% daha az kontrol mesaji, ihmal edilebilir iletim gecikmesi ve sadece 10%

veri hacmi kaybiyla elde edilmigtir.

Anahtar Kelimeler: Yazilim tanimli aglar, patika dogrulama, programlanabilir veri

diizlemi, p4
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CHAPTER 1

INTRODUCTION

A network stack consists of data, control, and management planes [2]]. While the user
governing the general operation of the network resides on the management plane,
control functions for carrying out the main tasks at each layer of the network live
in the control plane. The control plane carries out the routing protocols that can
informally be defined as finding some good paths between sources and destinations.
Operations executed on data packets, such as switching user messages hop by hop to

their destinations, are the responsibility of the data plane.

The hardware layer, called the data plane, is responsible for switching incoming pack-
ets through an outgoing interface over the path determined by the routing protocol.
Take Internet Protocol version 4 (IPv4) as an example; the data plane of an IPv4
router performs several pipeline stages: verify header checksum, decrement time
to live (TTL) field, update header checksum, making a forwarding table lookup to
determine the outgoing interface and put the packet in the queue of the designated

interface.

The control plane is responsible for populating the forwarding tables used by the data
plane. Network administrators can configure the routing tables manually or configure
the control plane to modify routing tables dynamically. While manually managing the
network is feasible for modest and static networks, it becomes increasingly laborious

and error-prone as the network becomes dynamic and grows complex. [3]

Software-defined networking (SDN) is a modern and highly regarded option for deal-
ing with such complexity. SDN is a novel networking design that aims to solve some

of the difficulties that have plagued traditional networking. SDN architecture segre-



gates the control logic (control plane) from the forwarding logic (data plane); there-
fore, traditional closed network systems are partitioned into the data plane, and the
control plane [4}5]. SDN promises a centralized control of networks that is versatile
and programmable, thanks to this separation. Meanwhile, SDN moves the control
logic to the logically centralized controller. Without the burden of the control logic,
the network switch transforms into an unintelligent forwarding device, and policy

implementation and network configuration become simplified [6].

A centralized controller in a traditional SDN network is in charge of converting net-
work policies into forwarding rules and installing them at forwarding devices over a

standard control channel (e.g., OpenFlow [7]).

SDN, compared to traditional networks, brings along advantages such as having a
global view of the network, multi-granularity in network control, traffic optimization
[8, 9]. Emerging fields like cloud services and the internet of things (IoT) started
adopting SDN [22, 10, [11]].

SDN’s ability to view the network from a global perspective enables the control plane
to observe the network flows and extract information for security applications’ use.
Additionally, the programmable structure of SDN architecture grants security mech-
anisms the ability to swiftly change the configuration of the data plane, and thus the

forwarding behavior, to annul threats in real-time [12, 13} [14].

While SDN comes with numerous improvements, the unintelligent data plane of SDN
causes performance and scalability concerns [15} [16]. Unintelligent data plane de-
vices lack stateful packet processing and rely heavily on the controller for traffic
forwarding and monitoring, which in turn introduces a communication overhead be-
tween the control and data planes. For example, widely used OpenFlow switches
are bounded by the fixed design of the application-specific integrated circuit (ASIC)
they contain. Even though OpenFlow switches partially support stateful packet pro-
cessing, they are restricted by the fixed number of predefined headers and actions
provided by the OpenFlow specification. While the number of recognized headers of
OpenFlow has increased from 12 to 44 over multiple versions, it is still beyond the
capabilities of the network operators to extend this predefined set of headers. As the

new header fields are being introduced regularly, this lack of flexibility can impact the



services that the switches can provide. For example, network administrators may not
be able to satisfy the needs of various applications. Tackling these issues of Open-
Flow, a high-level, domain-specific language of Programming Protocol-Independent
Packet Processors (P4) [17] has emerged. The flexibility provided by P4 enables
a programmable data plane without compromising the line rate performance of the
switch. With P4, programmers are able to customize the packet processing logic of
the switch as well as declare and implement new custom protocols that may require
custom header fields. In addition to rapid implementation and deployment of complex
and custom protocols, a programmable data plane facilitates the tools for innovative

uses of the network, such as in-band telemetry [18].

SDNs may also suffer from attacks that burden traditional networks. Such attacks are
still effective in SDNs due to the complexity of SDNs or underlying protocols (e.g.,
Address Resolution Protocol (ARP) [19]). However, switches lacking intelligence
in the SDN context make integrating safeguards in traditional networks against such
attacks into SDN non-trivial. Although this lack of intelligence of switches can be
compensated by patching the SDN controller, it is not extensive enough to cover all
security concerns. For example, in traditional networks, switches use Dynamic ARP
Inspection (DAI) [20] as protection against ARP poisoning attacks [21)]. Switches
process all Dynamic Host Configuration Protocol (DHCP) messages that pass through
in order to keep track of authentic media access control (MAC) address to IP address
mapping and ward off a malicious DHCP server from serving clients. Even though
DALI is a well-known defense, unintelligent switches in SDN make the extension of

DAI into SDNs complicated.

While SDN is a building block to mitigate some of the network security problems, the
SDN data plane contains many vulnerabilities. The data plane’s fragile nature seems
to stem from the assumption that all network devices on the data plane are inherently

trusted and assumed to follow the network policies put in place by the controller.

Data plane behavior can change due to various reasons. For example, switches can
experience software and hardware bugs resulting in abnormal behavior [22, 23, 24,
25, 126, 1277, 28]. Moreover, recent studies show that SDN switches can be exploited
reliably to take control of the switch and modify its behavior [29, [30, 31]. These



situations violate the assumption that the data plane adheres to the determined poli-
cies and the controller has a global view of the network. Detecting these behavioral

changes has paramount importance in the security and stability of SDN.

However, because of SDN’s open-looped control paradigm, controllers are unable to
verify that policies are being obeyed, and the SDN data plane does not provide any

proof that the policies set by the controller are followed and not violated.

Misbehaving switches can drop, clone, or tamper with packets that pass through, and
throttle, forge, deviate or inject network traffic in order to execute attacks against
network operators or users. As discussed in [32, 33, [34], attackers can leverage the
compromised switches to usurp control of the entire network. Due to a lack of behav-
ior and integrity verification in the data plane, the controller may utterly be oblivious

in these types of situations.

To this end, many data plane debugging tools have been proposed. Using these
debugging tools, network administrators can test whether the forwarding rules at
switches correspond to the controller’s view of the network [35, 136, 37] or moni-
tor the compliance of the forwarding behavior of switches with control plane poli-
cies [38,139]. However, these tools work by checking the correctness of the network
policies on the controller’s side [40, 41, 42] or assume that the switches are trusted

[43L135)138]. As a result, they fail to work correctly under adversarial settings.

1.1 Problem Definition

In SDN, the controller has no means to verify the actual path taken by a packet travers-
ing the network. In other words, the controller only knows about the path it authorized
for the packet, not the path actually taken by the packet. Additionally, the controller

cannot know whether the packet has been altered while it traverses the network.

Let p be a packet of a flow f. When p enters the network through an ingress switch
So, So tries to match p against a set of forwarding rules. These forwarding rules
collectively define the next-hop switch for p, S;. When p arrives at .Sy, it is again

matched against a set of rules and forwarded to the next-hop along its path, S;. This

4



match-action process continues until p reaches the egress switch S,,, which forwards

p out of the network.

Let P(f) be the path authorized by the controller for packets of flow f to follow and it
is represented by Sy — 57 — Sy — ... — S,. Let P'(f) be the actual path followed
by the packets of flow f. Successful path verification ensures that the packets traverse
all switches on the authorized path in the correct order. For path verification, the

controller must ensure that P(f) = P’(f) for every flow in the network.

On top of this, let the contents of p when entering and exiting the network be ¢ and
, respectively. Contents of p may be altered while p traverses the network, causing
¢ # . Successful integrity verification ensures that the contents of p when it enters
and exits the network are exactly the same, so the controller must ensure the ¢ = ¢

for every packet of every flow in the network.

In this thesis, we tackle the path verification and packet integrity problem. Combining
the advantages of SDN and P4, we propose an extension to the SDN controller, which
ensures packets follow authorized paths and their contents do not change in transit.
Therefore our design proposes solutions to both the path verification and the packet

integrity problems.

1.1.1 Network Model

We consider a typical internet service provider (ISP) backbone SDN consisting of a
centralized controller and a set of switches managed by the controller. The controller
provides the means for specifying high-level policies to the network operators. The
controller processes these high-level policies down into a set of forwarding rules.
The controller then modifies the switches with these forwarding rules via a standard

control channel such as PARuntime, or OpenFlow (44, 45] as shown in Figure

Each forwarding rule is a pair of a matching field and an action. When a packet
arrives at a switch, its contents are compared against the matching fields of existing
rules, and in the case of a match, the corresponding action is taken by the switch.
In addition, new rules can be added to and removed from the switches in a reactive

manner (e.g., when a new flow enters the network). We assume that the controller

5



Network Policies

Centralized Controller

Forwarding Rules

Figure 1.1: A typical SDN. The controller converts network policies into forwarding

rules.

has a global view of the entire network and can request statistics from switches at any

time.

Since a trusted controller is essential for a correctly functioning network, we assume
that the controller is trusted in our network model. However, we trust neither the
switches nor the end hosts. Because the switches communicate with the controller
over different TCP connections, untrusted switches can lie about everything except
their identity. We further assume that the edge switches in the network are trusted
and honest. Finally, we assume that the applications operating at the controller are

also trusted as long as the controller is trusted.

1.1.2 Adversary Model

In order to leverage any internal vantage points in the network, attackers often break
into the network in order to conduct attacks on other internal network targets. Addi-
tionally, detection of attacks on the data plane is our primary purpose. Therefore, we

model our adversary model to launch attacks from the internal network. As a result,
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we consider SDN as a closed system. Removing unknown external communication

allows us to concentrate our study on messages internal to the SDN.

The adversary tries to thwart the network operator’s network policies, interrupt com-
munication between end hosts, or send unsolicited packets to end hosts. For example,
an attacker may change the specific flow rules assigned by the controller to forward
packets along a different path from the one appointed by the controller to bypass var-
ious middleboxes (e.g., a firewall service). As another example, an attacker may also
aim to deny a service to some or all clients by dropping packets of the service under

attack.

We consider the adversary is capable of performing packet delaying, injection, tam-

pering, dropping, and path deviation attacks [46, 47, 48,149, 50, |51]:

o Packet Delaying Attacks: Adversary configures a switch to impose extra in-
tentional delays that go through the malicious switch in order to break the un-

derlying protocol.

e Packet Injection Attacks: Malicious switch injects packets into an existing
flow. Injected packets can either be a replay of the previous traffic seen over the

flow or can be crafted from scratch by the malicious entity.

e Packet Tampering Attacks: Adversary alters the packets’ contents (headers
or payload) as the packets visit the compromised switch to hijack or disrupt the

communication without being detected.

e Packet Dropping Attacks: Adversary modifies a switch to discard packets of

specific flows, causing packets to disappear at the malicious entity.

e Path Deviation Attacks: The adversary alters the switch to forward packets of
a flow out of the path assigned by the controller. Packets may or may not return
to the original path. In the case the packets do not return to the original path,
this attack is synonymous to packet dropping attacks. Path deviation attacks

can manifest in various ways (Figure[I.2):

— Path Detour: A switch forwards packets to a switch outside of the as-

signed path. After one or more hops, the packet returns to one of the

7



downstream switches after the compromised switch on the original path.

— Path Forgery: A switch forwards packets to a switch outside of the as-
signed path. Later the packet does not return to the assigned path.

— Path Shortcut: A switch forwards packets such that the traffic goes over a
subset of the switches on the assigned path.

e Modifying Statistics Packets: Malicious switch can generate altered statis-

tics packets as responses to the controller’s statistics collection requests to hide

from the detection mechanisms employed by the controller.

L Path Shortcut
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» = Path 5
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~ .., %% .
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== = Path Forgery ) SA -
mmnn Path Shortcut '
s Authorized Path

Destination
Figure 1.2: Types of path deviation attacks.

Further, a malicious entity can record and analyze the control messages between

switches and the controller to infer the detection mechanism and perform attacks
only when it believes that the attack will not be detected [52]].

An adversary may also compromise more than one switch. He can use the compro-

mised switches in tandem to perform a combination of the above attacks or to elude
detection.



1.2 Contributions

In this study we provide a new mechanism to ensure packet integrity and provide path

verification. Our contributions are as follows:

1. We propose an extension to the SDN controller, P4thV, that provides path ver-
ification and packet integrity verification. Combining the advantages of SDN
with programmable data plane using P4, P4thV gathers statistics from the net-
work switches and keeps track of packets entering and exiting the network to

detect forwarding behavior changes and packet modifications.

2. We perform a security analysis on P4thV to justify its effectiveness in detec-
tion of various data plane attacks. We explain how P4htV detects each attack
separately. We also consider collusion attacks where multiple switches work

together, and switches reporting false statistics to evade P4thV.

3. We implement our design and perform extensive experiments with Mininet
emulations. Our experiments show that P4thV can detect attacks effectively
with 97.2% accuracy. We also perform comparisons against FOCES [53]] and
SPHINX [54]. Further, we inspect the overhead introduced by P4thV and com-

pare it to related work.

1.3 The Outline of the Thesis

The outline of the thesis is as follows. In Chapter [2] we present the required back-
ground information and inspect the related work in the literature. Our design is ex-
plained in detail in Chapter [3] Chapter {| covers the analysis of the proposed design.
Experiment results are presented and discussed in Chapter[5] Finally, the conclusion,

final remarks, and future work are presented in Chapter [6]






CHAPTER 2

BACKGROUND AND RELATED WORK

2.1 Background

This chapter presents the background information necessary to make this study more

accessible and discusses other research in path verification.

2.1.1 P4 Workflow

One drawback of the widely used OpenFlow interface is that it is constrained by a
fixed-function switch design. OpenFlow switches only support a pre-defined set of
headers [55]], and the controller must work within this limitation. Addressing these is-
sues, a domain-specific, high-level language for Programming Protocol-independent
Packet Processors (P4) [17] emerged. Utilizing P4, operators are able to describe the

whole packet processing behavior of the data plane devices.

P4 packet processing pipeline consists of several stages, as shown in Figure 2.1}
When the packet first arrives at the switch, it first enters the parser. The parser works
as a state machine to transform the bit representation of the packet into header types
defined in the P4 configuration. For example, a UDP header type may consist of four-
bit vectors for the source and destination port numbers, length, and checksum. Then,
the packet passes through the ingress and egress match-action tables. At match-action
tables, parsed headers are used as keys to the rules installed by the controller, and the
corresponding action is taken at each table. Although both actions at ingress and
egress may modify the packet headers, only the actions at ingress may determine the

egress queue the packet will be put into. After passing through match-action tables,
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deparser reconstructs the bit representation of the packet from the parsed headers.
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Figure 2.1: P4 packet processing pipeline stages.

During runtime, the control plane controls P4 devices via the P4ARuntime [44]. PARuntime
facilitates the manipulation of match-action tables. The control plane can also collect
statistics from P4 devices, such as the number of packets processed via this control

channel. Figure [2.1| also depicts the P4 Runtime control channel.

2.1.2 Path Verification

The goal of path verification is to verify that a packet has traversed the path authorized
by the controller. If the actual path taken by a packet while traversing the network

does not exactly match the authorized path and deviates in some way, path verification

should fail.

Secure routing [S6, 57], source routing [S58]], and traceroute [59, 160] are commonly

thought to provide path verification. Secure routing solutions’ primary goal is to se-
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cure the path-finding process against attackers and to find the best option provided
by the routing protocol in use [56]. This may give the impression that secure routing
provides secure forwarding on the path. However, it is beyond the scope of secure
routing if the packets are transported along selected paths. To have more control
over the forwarding paths, source routing [61] is proposed. In source routing, packet
headers are extended to relay forwarding information to each hop on a path. Each
device forwards the packet depending on the routing information extracted from this
header. In source routing solutions, forwarding devices are considered to obey these
instructions when forwarding packets. Therefore, there is no effort to secure the path
directives, and they are stored as plaintext in packet headers. However, compromised
switches may tamper with plaintext directives to alter the path of the packet with-
out detection. Traceroute initially emerged as a solution to IP spoofing and DDoS
attacks [60, 62]]. Traceroute solutions either store packet metadata or embed marks
into packet headers to keep track of traffic history. Using these packet markings or
stored metadata, one can work out the path a packet has taken. Unfortunately, tracer-
oute cannot be used directly as a path verification tool since plaintext logs or packet

markings are vulnerable to forging or tampering by a compromised switch.

2.2 Related Work

In this section, we introduce previous related works and briefly explain their design.

Table [2.T| presents a general comparison of detection capabilities of prominent works.

Multiple path verification tools have been proposed for traditional networks. These
tools mainly work by embedding cryptographic information to packet headers. IC-
ING [63] is one of the most prominent works on this topic. The source node in ICING
computes a verifier message authentication code (MAC) for each router along the path
of the packet. As the packet travels through routers on the path, each router computes
a MAC for the packet and verifies it against the MAC values stored in the packet
header. Finally, the destination can check if the packet followed the expected path
inspecting these MAC values. A drawback of ICING is that it uses Diffie-Helmann
for the key distribution between source nodes and the routers. Additionally, ICING

requires routers to perform n + 1 MAC calculation operations, where n is the number
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Table 2.1: Comparison of P4thV with the related work.

Scheme Detection Capability
Delaying Tampering Dropping Injection Path Dev.

ICING, OPT, PPV X v X v v
SPHINX X X v X v
FOCES X X v v vl
SDNSec, REV X v X v v
P4Label X v X v v
WedgeTail v X v v v
P4thV v v v v v

! Fails under specific conditions.

of hops on a path, causing significant per-packet overhead. Even though using aggre-
gate MACs to reduce the size, information embedded in the packet header imposes

considerable communication overhead.

Similar to ICING, Origin and Path Trace (OPT) [64] relaxes the constraints and as-
sumes that all nodes on a path trust the source node and share a symmetric key with
it. Security of both ICING and OPT are similar, but OPT can also provide protection

against coward attacks.

Different from ICING, observing that not all services require strict per-packet veri-
fication, PPV [65] proposes a probabilistic method to verify flows. Nodes are con-
figured to mark packets with certain probabilities. Since not all packets are marked,
a single packet may not verify the forwarding path. However, packets of a flow can
collectively verify the forwarding path. Working on autonomous system (AS) level,
Passport [66] employs additional header space in border gateway protocol (BGP)

route advertisements to provide AS authentication.

Works have also been proposed to increase the security of SDN. FRESCO [67] pro-
poses a modular security application framework enabling operators to combine and
deploy security applications to the controller. FloodGuard [[68]] and Avant-Guard [|69]]
alters flow management at switches to protect the controller, making security appli-

cations more resilient and responsive.
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Policy verification tools that verify the high-level policy against the control or data
plane have also been proposed. FortNOX [70] works on the controller and extends
controller behavior to detect rule conflicts in real-time. Anteater [40] and Header
Space Analysis (HSA) [41] perform static analysis on the controller in order to verify
the correctness of the data plane and discover bugs or conflicts in the configuration
of the data plane. VeriFlow [42] uses a trie to classify the entire network according
to forwarding behavior and perform verification in real-time. NetPlumber [71] uses
HSA incrementally to maintain a dependency graph of update rules to enforce runtime

policy checking.

However, even if the data plane configuration is correct, switches may experience
faults. ATPG [43] addresses this issue by probing the network to check pairwise
reachability. VeriDP [72] removes this constraint by checking forwarding behavior
against data plane configuration at the controller. Veriflow, NetPlumber, Anteater,
HSA, ATGP, and VeriDP all assume that the switches are trusted and do not work in

adversarial conditions.

In the area of P4 related verification tools, plenty of tools have emerged [22, 23| 26].
However, most only debug P4 programs using static analysis techniques. Runtime
bugs and inconsistency that may happen under traffic cannot be detected by these

tools.

Extending the capabilities of ICING to the SDN context, SDNSec [73] provides de-
tection mechanisms against both path deviation and packet tampering. In SDNSec,
the controller generates a path for each flow and configures the ingress switch to
add related forwarding information to the packet header, and each switch on the
path performs forwarding according to these instructions. Additionally, switches cre-
ate and embed a MAC into each packet’s custom header as proof of processing the
packet. Later, the egress switch reports the packet to the controller. The controller
can check whether the packet followed the right path. Computation requirements for
SDNSec are quite significant because of the cryptographic operations performed on
each switch for each packet. SDNSec also introduces a serious bandwidth overhead

as the custom headers can grow quite large.

REV [74] reduces this overhead by utilizing compressive MACs [74] based on homo-
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morphic MACs [75]], which allows switches to reduce the extra header space required
by MACs. Egress switches in REV only forward a single flow packet to the con-
troller for the verification of the whole flow. If the packet passes the verification at
the controller, it shows that every packet has followed the authorized path with high
probability. In the realm of P4, P4Label [76] protects the network against packet tam-
pering, forgery and path deviation attacks by utilizing an identity-based cryptosystem

and leveraging the flexibility of P4 in defining custom headers and protocols.

Based on traceroute, SDNTraceroute [77] employs a probing approach. To query
the path of a packet, SDNTraceroute sends probe packets to travel the suspicious
path. On every hop, these probe packets cause switches to send notification packets
to the controller. Generating notifications on every hop incurs significant overhead.
Moving the focus from following the path to inspecting specific rules, [31] proposes
a detection mechanism to identify compromised switches. However, the proposed
design is quite inefficient as it needs to check every rule at every switch individually.
Improving on this idea, Chao et al. [/8] employs a similar strategy to monitor rules
at a switch. Assume that the rule r at switch S is monitored. The controller inserts
additional rules to each neighboring switch of S with the same matching rules as
r to count the matches at the neighboring switches. Then the controller retrieves the
counts from neighbors of .S, and if the difference is greater than some threshold value,
the verification fails. To reduce the number of flows and rules to inspect, FADE [[79]]
introduces the concept of rule paths and selects a subset of all flows and rules to cover
the whole network. However, these last three methods need to install dedicated rules

for the verification process and may exhaust the memory of the switch.

Similar to the workflow of Veriflow and NetPlumber, SPHINX [54] collects metadata
of the network from control messages and constructs flow graphs. Flow graphs model
the flows in the network in a graph theoretical way, where nodes and edges in the
graph represent the switches and the metadata of the flows, respectively. These flow
graphs provide an abstraction of the network and its operation, allowing SPHINX to
monitor the network continuously and detect any irregular behavior. From a high-
level point of view, SPHINX works in three phases. First, SPHINX intercepts Open-
Flow messages that provide information on the topology changes, flow paths, and

flow metadata (e.g., flow counters). Second, SPHINX uses these intercepted mes-
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Figure 2.2: Figure depicting the flow conservation principle.

sages to construct a complete representation of the network graph. As more relevant
messages are intercepted, SPHINX updates this representation. Finally, SPHINX per-
forms verification on the flows’ current state to check whether they (1) are within the
acceptable values and (2) conform to the administrative policies. As the result of
this verification process, SPHINX can detect unexpected deviant behavior as well as
administrator-defined known attacks. However, SPHINX is unable to identify ingress
and egress switches that inject or drop packets into a flow without the help of addi-
tional mechanisms. Moreover, the frequency of updates may cause SPHINX to miss
short-lived attacks as attacks may begin and finish between the updates SPHINX re-

ceives.

Another method that uses flow statistics to detect forwarding anomalies and provide
path verification is Flow Counter Equation System (FOCES) [53]. FOCES uses the
flow conservation principle, which states that the counter value for a rule on a switch
should be equal to the sum of the number of packets of all flows that have the switch
on their path and use that rule. For example, consider a network as shown in Figure
There are two flows a and b following S; — S — S3 — S5 and S3 — S5,
respectively. Each flow matches exactly one rule at each switch, furthermore, assume
that both a and b matches the same rules on S5 and S5. Consider the case S,’s behavior
changes and it forwards a via Sy to S5 (flow a’ shown with a dashed red line). In this
case, the counter value of S3 would become b instead of a + b, violating the flow

conservation principle.

Different from previous work that also utilize the flow conservation principle, FO-

CES does not consider each flow in the network separately. Instead, it checks the
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consistency of rule counters of the whole network together. First, FOCES creates a
Flow Counter Matrix (FCM). FCM represents whether a flow matches a rule in the

network. In a network with n flows f; ,, and m rules r;_,,,, FCM, H, is defined as:

1 if f; matches r;
H,; = 2.1
0 otherwise.

Then, two vectors counter vector and volume vector are defined. Counter vector, Y,
contains the counter values of each rule, and volume vector, X, represents the traffic

volume of each flow. FOCES then constructs flow-counter equation system:
HX =Y (2.2)

FOCES detects attacks by using the observed Y values. In case of an attack, H would
be modified and observed Y’ values would not satisfy H.X = Y”. Therefore, FOCES
would detect this attack. To solve the equation @ with observed values, FOCES
relies heavily on expensive matrix operations on large matrices, which impose heavy

computation overhead.

Neither FOCES nor SPHINX can recognize packet tampering attacks. Moreover,
FOCES also falls short in the case where the forwarding behavior is altered in such a
way that the counters seem to satisfy the flow conservation principle while forwarding

wrong flows.
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CHAPTER 3

CONTROLLER BASED PACKET INTEGRITY AND PATH VERIFICATION
IN SDN WITH P4 SWITCHES

In this chapter, we explain our proposed design, P4thV, to satisfy path verification
and to provide packet integrity in SDN. We consider an ISP backbone network where
network traffic flows between various source and destination nodes through interme-
diate nodes. Our design enables the controller to detect anomalies on any flow. We

satisfy these design goals with our proposed design:

e Path verification: Packets of a given flow should traverse the network along
the path authorized by the controller. Due to malicious entities, compromised
switches, or misconfiguration, switches might not act as expected and forward
packets on an unexpected route. Even if these changes in forwarding behavior
do not prevent the packet from reaching its destination, they may create security
risks. Thus the controller should be able to verify that the path taken by packets

of a flow match exactly the legitimate path assigned by the controller.

e Packet integrity: Packets entering the network should leave the network without
having their contents altered. Malicious switches along the legitimate path of a
packet can alter the packet’s contents in order to hijack the communication or
disrupt the communication between two hosts. For example, a malicious switch
can convert every TCP-SYN packet into a TCP-RST by changing a few bits in
the packet to prevent two hosts from establishing a TCP communication. When
the contents of the packets of a flow are changed during transit, the controller

should be able to detect that some packets are altered.

e Efficiency: Achieving the above two goals should not cripple the performance
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of the network by introducing either too much computation overhead or band-

width overhead.

These goals shape our architecture, from the controller design to processing logic in
the switches. First, we start with our controller design; then, we explain our design

on P4 switches and modifications we make to the data plane packet processing logic.

3.1 P4thV Overview

In our design, the controller tracks the packets entering and exiting the network with
the help of information provided by ingress and egress switches. Tracking these pack-
ets enables the controller to verify that the contents of a packet do not change while
it traverses the network, and it enters and exits the network following the legitimate
path assigned by the controller. Additionally, the controller collects statistics from all
switches currently taking part in the forwarding process with random intervals. These
statistics provide the number of packets processed by the switches for a given flow.
Using these statistics, the controller then can verify the forwarding behavior of the

data plane is as expected.

In other words, our design detects packet modification and delaying attacks by pairing
up the packets that enter and exit the network and detect packet dropping and path

deviation attacks by comparing statistics collected from the data plane.

The controller is composed of two modules: Core Module and Flow Module. The
Core Module is responsible for identifying packets’ flows, keeping track of active
flows in the network, and creating and maintaining a Flow Module for each active
flow. Each Flow Module provides path verification and packet integrity verification

for a single flow by keeping track of packets and statistics of that flow.

3.1.1 Core Module

Core Module’s three main tasks: (1) identifying flows of packets received from the

data plane, (2) creating new Flow Modules for new or unknown flows in the network
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and (3) forwarding the received packets to the related Flow Module.

<€+ Flow Module
<+¥» Flow Module
<+¥» Flow Module
<+¥» Flow Module

Core Module

Data Plane

Controller

Figure 3.1: One Core Module creates and manages multiple Flow Modules. Red

arrow denotes a packet sent to the controller from the data plane.

For every packet received from the data plane, the Core Module needs to calculate
the FLowID of the packet in order to identify the flow to which the packet belongs.
FLowlID is calculated as the CRC32 value generated from the source IP address, des-
tination IP address, IP protocol type, source port, and destination port fields of the
incoming packet. We choose the CRC32 algorithm to compute the FLowID to sat-
isfy compatibility with the capabilities of the P4 switches. Then, the Core Module
looks up FLowlID on a hash table used to store the Flow Modules corresponding to
each known FLowlID. If the FLowID does not exist in the hash table, it means that the
received packet is a packet of a new flow. Then, the controller creates a new Flow
Module for the new flow and adds its FLowID and newly created Flow Module to the
hash table. If the FLowlID already exists in the hash table, the Core Module simply

passes the packet along to the corresponding Flow Module.
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Figure 3.2: The flowchart of the Core Module.

3.1.2 Flow Module

Flow Module is also responsible for three tasks: (1) finding and setting up a suitable
path for the flow, (2) keeping track of when a packet enters and exits the network, and
(3) collecting and analyzing statistics collected from the switches on a flow’s path.

The algorithm of the Flow Module is shown in Algorithm [T]

When a Flow Module is first created, it initially searches for a suitable path connecting
the source and the destination of the flow. After a path is found, forwarding rules
matching the flow are installed at the switches along this path. Additionally, ingress
and egress switches (i.e., the first and last switches) of the flow are configured to
clone any incoming packets of the flow to the controller. Flow Module also starts a
timer, 7, for statistics collection operation. The expiration time of 7 is chosen from
a uniform random distribution between 0 and 7 seconds when the timer first starts
and each time it resets. Then, Flow Module starts to wait for packets from the Core

Module (lines 1-5). This concludes the initialization phase of a Flow Module.

When a Flow Module receives a packet p from the Core Module, first a PKTID for

the packet is calculated. PKTID values are message integrity codes (MIC) calculated
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Algorithm 1 Flow Module Algoritm
Input: A packet received from Core Process p , Statistics timer T, a hash table mapping PktIDs to

Tpriips H, set of statistics .S, counter for correctly forwarded packets F', counter for expired timers

E

—_

Find a suitable path for the flow.

2: for all s in path do

3:  Add forwarding rules to s

4: end for

5: Start T with UniformRandom(0,T)

6: while true do

7:  if p < a packet received from Core Process then
8: PktID < MIC(p)

9: if p is from INGRESS then

10: H[PktID] + Tpiiip

11: else if p is from EGRESS and PktID is in H then
12: Remove PktID from H

13: Cancel timer for T'py¢;p and Update AvgTripTime
14: F+F+1

15: end if

16: else if A timer Tpy1p is expired then

17: E+~E+1

18: if(‘m%) > ¢ then

19: return Verification Fails

20: end if

21:  elseif T expires then

22: S « statistics from switches on flow’s path
23: fori=1;i<|S];i+ +do

24: if ( SW > §) then

25: return Verification Fails

26: end if

27: end for

28: for all s in path do

29: Reset counter of s for current flow

30: end for

31: E+0,F«+0

32: Start T with UniformRandom(0,T)

33:  endif

34: end while
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over the data of the whole packet and are used to identify the packets. If p is from
an ingress switch, Flow Module stores the PKTID in a hash table H along with a
timer T'pi;;p Which serves as the lifetime of the PKTID (lines 8-10). If p is from an
egress switch, and PKTID exists in H, it means that p has left the network without any
changes to its content and in the expected time frame without T'py;p expiring. In this
case, Flow Module removes PKTID of p from H, cancels Tpi;p, and increments its

internal counter for correctly forwarded packets, F', by one (lines 11-15).

To keep track of the packets, Flow Module uses PKTID, which is a message integrity
code (MIC) calculated over the data of the whole packet with a key only the controller
knows. These PkTIDs are used to identify individual packets and verify the integrity
of a packet when it exits the network. When a Flow Module receives a packet, p,
from the Core Module, first the PKTID for that packet is calculated. If p is from an
ingress switch, it means that p is just entering the network and its PKTID is stored in a
hash table, /1, with PKTID as the key and a timer, T px:p, as the corresponding value
(lines 7-10). The timer is started as soon as it is inserted into A, and it is used as a
tracking mechanism to see if p leaves the network in a timely manner. The value of
T'pit,p 18 determined by the AvgTripTime variable. AvgTripTime is the average time
it takes for a packet to arrive at the egress switch after passing the ingress switch.
Flow Module updates this value with each correctly forwarded packet. If p is from
an egress switch, Flow Module searches H for the packet’s PKTID. If H contains the
PKTID, that means p exited the network in the expected time frame, and the 7pyp
did not expire. Next, Flow Module removes the PKTID from H and cancels Tpy;p.
It also updates the AvgTripTime according to the elapsed time of the Tpy;;p. Flow
Module also considers p as correctly forwarded and increments an internal counter
for correctly forwarded packets, F' (lines 11-15). In the case of p coming from an
egress switch and H not containing its PKTID, it means that the ingress switch did not
encounter p. There are two possible situations where this could be the case. First, if
a switch starts injecting packets to the flow, new packets would not go through the
ingress switch, and H would never contain their PKTIDs. Second, some switch along
the path is changing the contents of the packets. Assume that a packet p’ enters the
network through the ingress switch, and as the packet travels through the network,

it transforms into p. In that case, after p’ goes through the ingress switch H would
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contain the PKTID of p’. Somewhere along its route, a switch would change p’ into
p and go through the egress switch as p. Later, when p leaves the network, Flow
Module would not find p’s PKTID in H. Moreover, the timer for the p’ in H would
expire and reveal that p’ has entered the network but did not exit in the expected time

frame.

If one of the Tprps in H expires before its PKTID can be matched, Flow Module
marks that entry as expired and increases an internal counter for the expired packets,
E. Then the Flow Module compares the ratio of number of expired packets to the
total number of packets received from the ingress switch to a threshold value of . ¢
is configured by the network operator and denotes the amount of error that should be

considered normal. If the inequality,

E
——= >0 3.1
F i ] G-
holds it means that too many counters in / expired. Therefore the verification fails,

and the Flow Module alerts that this flow is experiencing some anomalous behavior

(lines 16-20).

Additionally, to detect oddities in the forwarding mechanism, the Flow Module uti-
lizes statistics collected from the switches. However, Flow Module does not col-
lect statistics continuously or periodically. When the statistics are collected from the
switches are governed by the timer 7%, which is started with a random value when the
Flow Module is created. When T expires, Flow Module starts to collect statistics.
Note that statistics are only collected from the switches that take part in the delivery
of packets of the flow that the Flow Module is responsible for. Collected statistics
are stored in an array called S, where S; is the number of processed packets reported
by the i*" switch along the flow’s path. Under ideal conditions where no packets are
dropped or delayed and every switch on the path exhibit normal forwarding behavior,
all S; should be equal for a flow. Moreover, the number of processed packets reported
by each switch should be equal to the number of packets the controller receives from
the ingress switch. In other words, under ideal conditions with no adversary, each

switch reports the number of packets that enter the network.
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Once the data collection process finishes, the controller compares the statistics re-
ported by each switch to the total number of packets the ingress switch sent to the

controller.

If the inequality,

‘S" T;ﬁ' ; F) ‘ > 6 (3.2)
holds, this means that i switch forwarded much less or much more packets than
the original number of packets in the flow. Therefore, verification fails, indicating
an anomaly in the forwarding behavior of the i** switch (lines 21-27). After this
verification, Flow Module resets the packet counters at switches, as well as its internal

counters £/ and F'. Then the 7} is restarted with a uniform random value between 0

and 7 (lines 28-32).

ko) Flow Module @ Ko} Flow Module @
5 5
§ HI\|T,© TyO 7,0 T].(D T;© § HI|T.© Ty(D T.© TjO T,©
. | |5
[ p Ca|CU|ate PktID = ¢ Create —
8 PktID Timer & mer 1[Gk Egres
[0} Flow Module @ ko) Flow Module @
: 3 (5] (5]
S — o) H | [z |7 | |
ol H T.0|T,° !le o = — .
S =1 S o1, [ Statistics | ] Verify
T o expires Collection Statistics
o P |Calculate| pkup =4 [rRemove bt
(@) PktID Timer (@)
O O

Figure 3.3: Overview of the operation of a Flow Module. (1) p; is received from
ingress switch and a timer is started. (2) Some timers expire, increasing the £’ value.
(3) p is received from egress switch, corresponding timer is removed. (4) T expires

triggering a statistics collection.

When the controller starts to collect statistics from the switches, some packets may be
in the process of traversing the path, or new packets may enter the network while the
statistics collection continues. This can cause a difference in the number of processed
packets reported by the switches. Consider a three-hop path, with switches swy, swy,

and sw,. Also, assume that when the controller starts to collect statistics, sw; and sws
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are in the middle of forwarding a packet, such that the retrieved counter values are:
So =z, 5] = x—1, 55 = x—2. If the § value is small enough, this kind of discrepancy
in the S; may trigger the Flow Module to detect an anomaly. To address this issue,
we also create a modification to P4thV, called P4thV-Hold. In P4thV-Hold, before
retrieving statistics from switches, the controller instructs the ingress switch to hold
any incoming packet from entering the network and then waits a small amount of time
based on the AvgTripTime to allow packets that are already in the network to leave the
network. After the collection process ends, the controller instructs the ingress switch
to work normally. Therefore, the controller prevents any new packets just entering
the network or packets currently in the network from interfering with the collected
statistics. How the ingress switch holds the incoming packets are explained in Section
3.2.2. However, this approach introduces a significant delay to the flow during the
statistics collection period. Compared to P4thV-Hold, P4thV needs a greater § value
to account for this kind of interference. We inspect the performance impact of P4thV-

Hold and compare the ¢ values of both approaches in Chapter 5.

3.2 P4 Switch Processing Logic

In order to enable P4 switches to work in tandem with our controller design, we
need to add new packet processing logic to the data plane. In the following sections,
we detail the changes we make to the parsing, ingress, and egress pipelines of P4

switches.

3.2.1 Packet Parsing Pipeline

Parse
TCP
Parse Parse Header
Ethernet 0x0800» IPv4 Accept
Header Header Parse
UDP
Header

Otherwise:

Figure 3.4: The flowchart of packet parsing pipeline.
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Packet parsing pipeline of our P4 program parses headers starting from link layer
up to transport layer depending on the protocol identifiers of each layer’s header. In
Figure [3.4] we show the overall process. When a packet arrives at a switch, first,
the ethernet header is parsed, and the underlying protocol number is checked. Since
we are only interested in packets of IPv4, we directly accept any other format, i.e.,
any packet that is not an IPv4 packet is passed to the ingress pipeline and parsed no
further. If the packet is an IPv4 packet, we parse the IPv4 header and accept any
packet that is not UDP or TCP packet. If the packet is either UDP or TCP packet,

finally, we parse its transport layer header and pass the packet to the ingress pipeline.

3.2.2 Ingress Pipeline

After passing the parsing pipeline, the packet enters the ingress pipeline. The ingress
stage has three match-action tables. One of the tables is used exclusively to determine
the egress port to reach the next-hop, called ForwardingTable. The other two are used
to count the packets of different flows and determine if this switch is the ingress switch
for the flow. First, regardless of the type of the received packet, ForwardingTable is
applied. If the packet is not a UDP or a TCP packet, it is directly passed to the egress
pipeline. If the packet is either a UDP or a TCP packet, then the CRC32 hash of the
packet is calculated in the same way it is calculated at the controller to generate the
FLowID of the packet. The switch tries to match this FLowID against the entries in the
KnownFlows table. If a match is found, a copy of the packet is sent to the controller,
and the original packet is passed on to the egress pipeline. If no match for FLowID
exists in the KnownFlows table, switch uses the IsIngressSwitch table to determine if
it is the ingress switch for the packet’s flow. If indeed the switch is the ingress switch,
the packet is sent to the controller, overriding the forwarding information calculated
using the ForwardingTable, for the creation of this new flow at the controller side. In
the case the switch is not the ingress switch, no additional actions are performed, and

the packet is passed to the egress pipeline.

To send packets to the controller, we use the packet cloning mechanism of the P4
Language. Using the cloning mechanism, we can create copies of packets and put

them before various pipeline stages. Also, during these pipeline stages, we can check
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Figure 3.5: The flowchart of the ingress pipeline. Dotted arrows and boxes show the

modifications of P4thV-Hold.

whether the packet that is currently being processed is a copy of the original packet.
In our P4 program, when we send a packet to the controller, we always create and send
a clone of the original packet. The fate of the original packet is decided depending
on the situation. For example, when the switch receives a packet of a new flow, that
packet needs to be sent to the controller so that the controller can allocate required
resources and install forwarding rules, and the original packet is dropped at the switch.
As another example, consider an already established flow. When a packet of this flow
is received by the egress switch of the flow, the switch should report to the controller
that the packet is about to leave the network. As a result, it creates a copy of the
packet and sends it to the controller. Meanwhile, the original packet is also sent to its

destination.

We also implement a packet holding mechanism that is used by P4thV-Hold. To
implement this mechanism, we introduce a register to our P4 program called Should-
Hold which holds a single bit flag. This register’s value is only set and cleared by the
controller before and after the statistics collection period. When a packet arrives at a

switch, the switch first reads ShouldHold and either continues with the normal opera-
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tion or resubmits the packet to the ingress pipeline without performing any operations.
Resubmit mechanism of P4 works by putting the packet back on to the beginning of
the ingress pipeline after the packet passes through the ingress pipeline, creating a
rudimentary loop. The switch keeps resubmitting packet while the ShouldHold is set.
When the controller clears the ShouldHold register, switch continues to process pack-
ets normally, as explained above. Note that only ingress switches perform this packet

holding behavior.

3.2.3 Egress Pipeline

Clone or Original

Original

Clone

YES NO

orward to
Controlle) Gext-HoD

Figure 3.6: The flowchart of the egress pipeline.

After a packet passes the ingress pipeline, it arrives at the egress pipeline. The egress
pipeline of our design is responsible for two things: (1) sending a copy of the packet
to the controller if this switch is the egress switch of a flow, (2) detecting packets
cloned in the ingress pipeline and taking action to send them to the controller. The
switch separates cloned packets and original packets by inspecting a metadata field
provided by the P4 Language. This metadata field indicates whether the packet is the
original, a clone, resubmitted, etc. If the packet is not a cloned packet, the switch first

checks whether it is the egress switch for the flow.
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Similar to the ingress pipeline, we store an IsEgressSwitch table in the egress pipeline.
This table is analogous to the IsIngressSwitch table at the ingress pipeline and works
in the same way. If a match is encountered in IsEgressSwitch, a copy of the packet
is created for the controller. The original packet then exits the egress pipeline. For
the cloned packets, however, the egress pipeline modifies the ethernet header of the
packets to have the EtherType of 0x969 and changes their output port to be the port
connected to the controller. EtheType of 0x969 is used by the controller to identify

the packets that are coming from the switches implementing P4thV.

3.2.4 Example

Now we explain how P4thV works on a small example. Consider a flow that will
travel through three switches in the network, as shown in Figure @ Flow enters the

network through Sy, forwarded through S; and leaves the network via S,.

Figure 3.7: Overview of example. Numbers correspond to the steps in the example.

Green arrows depict rule installation. Blue arrows depict statistics collection.

1. Packet p of flow f arrives at Sy. The switch computes the FLowID of p. .Sy fails
to match FLowID of p to any entry in KnownFlows because f is a new flow in

the network. As an ingress switch, it sends p to the controller.
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2. Core Module at the controller receives p and computes its FLOWID to find the
Flow Module responsible for flow f. However, since it is a new flow, no such
Flow Module exists. The Core Module creates a new Flow Module for f.
Newly created Flow Module, installs appropriate table entries to Sy, S, and

Ss. It also starts a timer for statistics collection.

3. The controller sends p back to Sy.

4. Upon receiving p a second time, S is now able to forward the packet to S; with
the help of rules installed by the Flow Module. Sj also generates a copy of p

and sends it to the controller.

5. Controller forwards a copy of p to the Flow Module for f. Flow Module calcu-

lates the MIC of p and stores it, and starts a corresponding timer.

6. When p arrives at Ss, being the egress switch, S5 creates a copy of p, p/, and

sends it to the controller, while forwarding p to its destination.

7. The Core Module, using the FLowID of p/, delivers p’ to the correct Flow Mod-
ule. Flow Module calculates the MIC of p’ and compares it to the MIC value
generated by p. If two MIC values are equal, then p = p’, meaning that p left
the network exactly as it entered the network. If two MIC values differ, that
means that the contents of p have been changed. Also, if the timer started at
step 4 expires, it shows that p experienced unforeseen delays in the network,

indicating a possible malicious behavior.

8. After some time, timer for statistics collection (started at step 2) expires. This
starts the statistics collection from the switches, where the controller retrieves
the number of packets of f processed from each switch. Flow Module respon-
sible for f compares these numbers and tries to detect forwarding anomalies. If
all retrieved counter values are the same, it means that the forwarding behavior
of switches are correct. If one switch has a significantly different counter value,

this means that there is a malicious or misbehaving switch.
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3.2.5 Complexity Analysis

The time complexity of the Core Module of P4thV is O(1), because FLowlID calcula-
tion and searching the existing Flow Modules in a hash table using FLowID are both
performed in constant time. Flow Module algorithms time complexity changes de-
pending on the method for path calculation when the flow module is first created. This
path calculation can be pre-computed and cached so that on Flow Module creation a
simple lookup is performed. Complexity apart from the path generation of the Flow
Module is O(n) where n is the number of switches on a path. Most of the operations
performed, except the statistics collection, are performed in constant time. Therefore,
the time complexity is bounded by the statistics collection. Overall, P4thV’s time

complexity is O(n), where n is the length of the paths in the network.

33






CHAPTER 4

SECURITY ANALYSIS

In this chapter, we discuss the security of P4thV. We consider various attacks on the
data plane performed by misbehaving or malicious switches. For each attack, we
examine how P4thV detects the attack. In particular, we consider packet delaying,
dropping, tampering, and path deviation attacks. Additionally, we consider the case
where two or more switches collude to perform an attack. Further, we examine the
situations where the malicious switches report false information to the controller. We

also present how our design is able to counter coward attacks.

4.1 Packet Delaying Attacks

A malicious switch performing a packet delaying attack will impose extra delays to
the packets that go through it in order to disrupt and break the underlying communi-
cation. These additional delays experienced by packets will cause the 1T px;ps stored
in H of the corresponding Flow Module to expire. P4thV detects packet delaying
attacks by keeping track of the expired timers. As a result, P4thV will identify packet
delaying attacks as long as the delays experienced by packets are greater than the
expiry periods of Tpirps. Note that if the extra delays are not sufficient to expire

Tpirerp timers, the attacks will not be effective.

4.2 Packet Dropping Attacks

A malicious switch discards the packets of a specific flow. This will cause the num-

ber of processed packets reported by the predecessors and successors of the malicious

35



Controller

e S P
A A
- Counter = 100 50 Counter = 50
So SZ

Figure 4.1: An example scenario of a packet dropping attack. Packets of a flow

(orange arrow), are dropped by the compromised .S; switch.

switch will be different. Since the successors never receive the dropped packets, the
packet count will be smaller than the predecessors of the malicious switch. Lever-
aging this discrepancy, P4thV detects packet dropping attacks. Additionally, Tpr1p
timers of dropped packets will expire because the egress switch never reports their
departure from the network to the controller. This allows P4thV to detect packet

dropping attacks even if one or more downstream switches report fake statistics.

In Figure an example scenario is shown. In the figure, S; is compromised by
an attacker and it starts to drop packets of the flow depicted with the orange arrow
after the first 50 packets. As seen in the figure, after collecting statistics from Sy, Sy,
and S, controller can deduce that S;’s behavior is not as expected because it reports

a significantly smaller counter value than its previous hop, Sp.

4.3 Path Deviation Attacks

Path deviation attacks are a special type of packet dropping attacks. Malicious switch
alters the paths of packets such that packets leave the authorized path at some point
and may or may not return to the authorized downstream switches. In the case they do
not return to the authorized path, a detection mechanism for packet dropping attacks
can be applied directly because from the view of the authorized path, packets leave the

path and never return. In this case, the packets return to the original path, and since
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Figure 4.2: An example scenario of a path deviation attack. S; forwards the packets

of a flow (orange arrow), out of the authorized path.

the packets skip over some switches, counter values reported by these will trigger the

detection mechanism.

In Figure {.2] a scenario similar to [4.1]is shown. In figure 4.2 instead of dropping
the flow packets, S; forwards them over S5, which is not in the authorized path. In
that case, the counter values for Sy and S will report the correct number of packets
because 5 still processes the packets it deviates. However, Sy will report a smaller
counter value compared to Sy and S; because the packets will not go through S,
after S changes their path. After statistics collection, the controller will notice this
attack because the counter value reported by Sy will be significantly smaller than its

previous hop.

4.4 Packet Injection Attacks

Injected packets have to pass through an egress switch which will notify the controller
of a packet exiting the network. However, notifications caused by injected packets
will fail the verification process since they do not have any corresponding entries in
H. Moreover, the controller can detect this type of attack with a statistics collection
since the switches before the malicious switch will report fewer processed packets

than the switches after the malicious switch.
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4.5 Packet Tampering Attacks

When the contents of a packet are tampered with, the PkTID values generated by that
packet at ingress and egress will not match since PkTID is directly generated from
the contents of the packet. This will cause entries in H to be created when a packet
passes through the ingress switch to expire because the modified packet’s PKTID will

not match these entries. Therefore, P4thV will detect tampering attacks.

4.6 Modifying Statistics Packets

A switch reporting fake statistics to disguise an attack can be detected using the statis-
tics from the next-hop and previous-hop switches. Consider the situation where ‘"
switch on a path of a flow drops some or all packets that pass through it while re-
porting that it processed the same number of packets as (i — 1) switch. However,
in this case (i + 1) switch will report less number of packets processed than " or
(i — 1)™" switches. Therefore, the controller will still detect an anomaly. Also, con-
sider the situation where " switch injects packets instead of dropping them. In this
case, the number of packets reported by (i + 1) switch will be greater than (i — 1)

switch, causing the verification to fail. Moreover, the packet injection attack can still

be detected, as explained above.

In Figure assume that S; reports the same counter value as Sy by modifying
statistics packets. In that case, Sy’s counter value will still be smaller than S;. Even
though S; reports the same statistics as a benign switch, the attack will still be de-

tected because of the statistics reported by the next-hop switch.

4.7 Coward Attacks

An adversary may first try to sample the statistics collection packets to infer the pe-
riods where statistics collection is not performed. However, since the timing of the
statistics collections is random, an adversary cannot determine an interval in which

he can evade detection.
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Figure 4.3: An example scenario of colluding attackers. S;, S5 and S, are colluding
to elude detection. Since S; and 5> are adjacent they can be considered as a single

malicious entity.

4.8 Collusion Attacks

Switches may collude and perform any of the attacks discussed above. If the colluding
malicious switches are adjacent, then all of the malicious switches can be considered
as a single malicious entity to which the benign traffic enters. Therefore, each of
the attacks discussed above can be detected as explained previously, as long as the
number of colluding switches is smaller than the length of the whole path. In the case
of colluding switches not being adjacent, each malicious switch can be detected by

comparing their statistics to their neighbors.

In Figure[4.3]a scenario where S}, S; and Sy are colluding is shown. Assume that .S
and S collude to deviate the paths of the packets while modifying and reporting the
same statistics as Sy. At the same time, .S, injects the same number of packets S; and
Sy deviate in order to elude detection. However, due to .S3’s statistics, the controller

will detect the attack.
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CHAPTER 5

RESULTS AND DISCUSSIONS

In this chapter, we create a prototype implementation of P4thV combining our con-
troller design and data plane modifications and perform experiments to measure the
performance and effectiveness of the proposed method. We first present the experi-

ment setup, then we present our experiment results and discuss obtained results.

5.1 Experiment Setup

We build our network topology from the India35 problem instance (Figure [5.1)) pro-
vided by SNDLIib [1]], which consists of 35 nodes connected by 80 links. In our net-
work, each node is a P4 enabled switch, running the simple_switch implemen-
tation of BMv2 reference provided by the P4 Language Consortium. Additionally,
we have 35 hosts in the network. Each host is connected to one of the 35 switches.
Mininet emulation environment is used to setup the links between the switches. All
switches and links are identical and share the same characteristics. Links have un-
limited bandwidth and have no propagation delays in order to minimize the physical
layer’s impact on experiments. ETH Zurich’s P4 utilities [80] are used to orches-
trate the topology and their configurations. All of the emulations are performed on a

computer with Intel Core 17-8700 CPU @3.20GHz and 8GB RAM.

In our experiments, we use different types of attacks in order to measure the perfor-
mance of P4thV. For each experiment, we present the average of 50 runs. Various
tools are used for implementing attacks. The construction of each attack is per-
formed by scripts automatically. Packet delaying attacks are performed using the

tc command. Specifically tc commands netem mode is used to add delays and
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Figure 5.1: India35 problem instance of SNDLib [1]] used in Mininet emulations.

reorder packets construct packet delaying attacks. For packet dropping and path
deviation attacks Thrift API of the P4 switches are used to modify the actions of
specific rules. For packet dropping, corresponding actions of some rules are mod-
ified to mark_to_drop action of the simple_switch. For path deviation, a
series of forwarding rules are added to the switches on an existing path or a forged
path. To record, replay and inject packets into the network for packet injection attacks
tcpreplay tool is used. First, a pcap file is created from the recorded traffic. Then
the pcap file is used to inject traffic into the network. Packet tampering attacks are
performed by using the Thrift API of switches. Similar to packet dropping and path
deviation attacks, new rules are added to the switches so that the packets matching

these rules are modified.

We measure the performance of P4thV using three metrics:

1. Detection Accuracy. Due to its construction, P4thV may miss some attacks

or detect attacks when there is none depending on the network performance
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and configurable values in the algorithm (e.g., 9). Therefore, we evaluate our
proposal under different network conditions and various attacks. We observe
the effectiveness of the detection mechanism by observing the number of true-

positive and false-positive detections.

. Detection Delay. We define detection delay as the time it takes from the start of
an attack to the detection by the detection mechanism. Shorter detection delays
allow network operators to take actions quicker and reduce the impact of an
attack on the network. To this end, we measure the influence of the algorithm

parameters and different attacks on detection delays.

. Overhead. While providing path verification, the detection mechanism should
not cripple the network performance. An excessive computation or bandwidth
overhead can impede the forwarding performance of the switches. As a result,
high overhead may cause the design to become infeasible to deploy. Therefore,
we measure the impact of P4thV on forwarding delays, network throughput,
control channel messages, and CPU consumption to see the consequences of

using P4thV on network performance.

5.2 Selection of ¢

Network performance directly influences the performance of the detection process.

P4thV may detect packets that experience processing delays or packets that are dropped

due to filled queues at switches as an attack when a small ¢ value is selected. On the

other hand, with large ¢ values, P4thV may fail to detect attacks because the number

of anomalous packets may not be enough to trigger detection. Therefore, the chosen

0 value should be able to endure detection noise generated by network performance

while still being adequate to identify potential attacks efficiently.

In other words, § works as a threshold value to weed out anomalies that normally

occur on a network, such as packet delays. In an ideal network where no extra packet

delays occur and no packets are dropped, 0 = 0 would cause P4thV to report an

anomaly even a single packet gets dropped or delayed. However, in real-world net-

works occurrence of extra delays and packet losses are possible in normal working
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conditions. ¢ value provides us a way to minimize these occurrences from being

detected as abnormal behavior.

In order to select an appropriate ¢ value that can tolerate noise in detection while
maintaining high accuracy in attack detection, we measure the effect of varying ¢
values on the performance of P4thV under packet delaying attacks. We choose packet
delaying attacks because their detection depends only on the value of the number of

expired packet timers and ¢ in our algorithm.

In our experiment, we choose two hosts connected by 4 switches as the source and
destination of a flow. Source sends UDP packets with a payload size of 4 bytes (32
bytes total with IP and UDP headers) to the destination at a rate of 250 packets/second
for 60 seconds. Moreover, we configure the switches such that every packet has a 1%
chance to experience an additional 20 ms delay to simulate the delays that may occur
in a real-world network. Note that the amount of delay the packet experiences does
not matter as long as the delay causes the packet timer at the controller to expire. We
then randomly select one of the switches to be the malicious switch. The malicious

switch starts to delay every packet by 20 ms 30 seconds after the traffic starts.

Under these conditions, we observe the effect of ¢ on our detection accuracy as in

Figure

As 0 increases, the true-positive ratio starts at 100% and slowly decreases until § =
0.01, then it starts to decrease dramatically. On the other hand, the false-positive ratio
starts at around 100% and rapidly decreases to around 5% at 6 = 0.01. Both true-
positive and false-positive ratios keep decreasing as ¢ values increase. Considering
these results, we choose 9 value as 0.012 as it provides 97.8% true-positive rate and

4.8% false-positive rate.

We next perform a similar experiment with path detour attacks. Where a randomly
selected switch on the path has a 1% chance to forward packets to a downstream
switch via a different path. This causes the reports to match from ingress and egress
switches. Thus the attack can only be detected by statistics collection. Again we see
that the true-positive ratio starts decreasing as the ¢ value increases, as well as the

false-positive ratio (Figure [5.2b). This confirms our previous § selection is suitable
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Figure 5.2: Impact of § on detection accuracy on a flow where each packet has (a)
a 1% chance of experiencing excessive delays that expires the packet timer at the

controller, (b) a 1% chance of being dropped.

for this kind of network performance.

Further, we evaluate the accuracy of different ¢ values under different attacks where
the packets both have a chance to be delayed or dropped (Figure [5.3). This further

confirms the § value. So we fix our ¢ value as 0.012 for the rest of the experiments.

5.3 Detection Accuracy

For detection accuracy experiments, we generate 60 flows between 30 randomly se-
lected pairs of hosts. Each pair generates two flows: one from the first host of the pair
to the second and one from the second host to the first host. In total, 60 flows create
600 packets per second into the network. Under these conditions, we perform various
attacks on 10 randomly selected flows and measure the detection accuracy of P4thV.
We also perform the same experiments with FOCES to compare P4thV’s performance
against FOCES. We present our findings in Figure[5.4 We can see that P4thV can de-
tect all types of attacks with an average true-positive rate of 97.2%. However, we also
note that P4thV generates 4.3% false-positive detections on average. This is because

of the underlying packet loss and delays caused by natural network phenomena. Par-
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Figure 5.3: Effect of 4 on network with both delay and loss chance under different

attacks.

ticularly, P4thV has significantly more false-positives under packet dropping attacks.
This suggests that P4thV is more sensitive against packet dropping attacks.

Compared to FOCES, P4thV achieves a greater true-positive ratio. However, unlike
P4thV, FOCES cannot detect packet delays, packet tampering, and some special cases
of path deviation. Especially under hybrid attacks, P4thV performs significantly bet-
ter than FOCES. This is caused by FOCES not being able to detect attacks where the
same number of packets are taken out from and injected into the flow. On the other

hand, FOCES achieves lower rates of false-positive reports under different attacks.

We repeat the experiments with different 7 values to see how T affects the detec-
tion accuracy. We observe that the value of 7 does not have a significant effect on

detection accuracy.

46



100

8

Il P4thV 7 I P4thv

E 98 B FOCES it,e B FOCES
X X s

S 3
= =4
kS £3
*1
orop"“‘g Tamper“\g \niecto” De\a‘!mg wyorid 0 Dropp\“g Tamver\ng \niecto” De\a\f‘“g wyprid
Attack Type Attack Type

Figure 5.4: Comparison of true-positive and false-positive percentages of P4thV and

FOCES under different attacks.

5.4 Detection Delay

We examine the detection delay of P4thV under different attacks. We define detection
delay as the time it takes P4thV to detect an anomaly after an attack starts. Our ex-
periment setup is similar to the experiment setup in the previous section. We have 60
flows between 30 pairs of hosts, and 60 flows introduce 600 packets into the network
every second. We then randomly choose 10 flows to attack and start attacks on these

flows.

Because path shortcut attacks can only be detected by the statistics collection process,
we initially examine the effect of 7 on detection delays under path shortcut attacks.
Since T only affects the interval of statistics collection, we find using path shortcut

attacks is sufficient.

As seen in Figure[5.5] we observe that the detection delays increase as T increases.

However, detection times are always shorter than the corresponding values of 7.

We also observe the detection delays of P4thV and FOCES under different attacks.
In this experiment we fix 7 = 5. In Figure [5.6] comparing P4thV and FOCES, we
can see that P4thV is faster than FOCES while detecting attacks. Additionally, P4thV
detects most of the packet tampering and packet delaying attacks quicker than other

types of attacks, whereas FOCES fails to detect tampering and delaying attacks, as
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Figure 5.5: Detection delays with different 7 values under path shortcut attacks.

well as some of the hybrid attacks.

We show the detection delays of P4thV and FOCES as network size increases on
Figure While FOCES is faster than P4thV for smaller networks, as the network
size grows, detection delays increase dramatically. The increase in P4thV’s detection
delay is significantly slower than FOCES. This difference is explained by the number
of switches that need to be queried for anomaly detection on a single flow. While
P4thV only gathers information from switches on the path of the flow, FOCES needs
to gather information from switches outside of the path as well, making P4thV more

tolerant to network size compared to FOCES.

5.5 Overhead

We examine the overhead of P4thV by measuring its impact on forwarding delays,
CPU consumption of the controller, network throughput, and the number of control

channel messages.

In our experiments, we compare P4thV against different designs. One of these designs
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Figure 5.6: Detection delays of (a) P4thV and (b) FOCES under different attacks. (c)
depicts the detection delays of FOCES and P4thV with increasing network size.

is what we call Simple Forwarding. In Simple Forwarding, the controller precomputes
and installs forwarding rules to switches at network creation. This allows switches to
forward packets without the help of the controller, similar to traditional switches. In

fact, after installing the rules, the controller can be disconnected from the network.

Another design we use is what we call RuleAdd. In RuleAdd switches do not have
any pre-installed rules. When a packet arrives at an ingress switch, it notifies the
controller of the new flow and the controller installs flow rules to appropriate routers
according to the network policies. The controller’s only responsibility is to install

forwarding rules when a new flow enters the network.
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The above two designs do not provide path verification or packet integrity. Instead,

we consider them as a baseline to see how much overhead the P4thV creates.

First, we examine the influence of P4thV on forwarding delays. In our network topol-
ogy, we choose 10 pairs of hosts that generate 20 flows. We then measure the round-
trip-time (RTT) on these flows. We use the hping3 program to generate ping pack-
ets. However, we configure the arguments of hping3 to send all ping packets over
a single flow. In Figure we show the RTT values we measure for different con-
troller designs. On average, RTT values of P4thV are 1ms higher than the rest of
the designs. Also, in P4thV and RuleAdd, flows experience an initial spike caused by
the controller computing and installing rules. Additionally, for P4thV, the controller

needs to create a Flow Module for each new flow, increasing the initial delays.

In Figure [5.8a] we also measure the P4thV-Hold’s RTT values among other designs.
We observe that P4thV-Hold experiences random spikes in RTT values over the life-
time of a flow. These spikes are directly caused by the statistics collection mechanism
of the P4thV-Hold. Since it stops all the flow traffic during the statistics collection
period, each time P4thV-Hold starts collecting statistics, flow packets experience ad-

ditional delays.

We then compare the network throughput under different controller designs. Figure
[5.8b] shows that the throughput impact of P4thV is higher than FOCES. P4thV’s ef-
fect on the throughput is caused by the switches’ increased communication with the
controller and the clone operations performed at switches. Compared to P4thV, the
throughput degradation caused P4thV-Hold is even higher, around 40%. This huge
throughput degradation is caused by P4thV-Hold’s packet holding mechanism during

statistics collection, in which the forwarding operations of the whole flow are stopped.

We also measure the number of control channel messages with an increasing num-
ber of flows. In this experiment, we also include SPHINX in our evaluation along
with FOCES. Overall, SPHINX generates around two times the number of control
channel messages generated by P4thV. Meanwhile, FOCES only requires an even
smaller amount of control channel messages to work. Since FOCES do not generate
any packets when packets enter and exit the network, the number of overall control

channel packets generated by FOCES is smaller. Figure shows the relationship
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Figure 5.7: Round trip times of different controller designs throughout the lifetime of

a flow.

between the number of controller messages sent under each design.

Finally, we measure the CPU consumption of the controller while different controller
designs are employed. Overall, P4thV uses more CPU cycles compared to FOCES.
However, FOCES has usage spikes where it performs taxing matrix operations on
the CPU. Both FOCES and P4thV requires more computation power than SimpleFor-
warding or RuleAdd.
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CHAPTER 6

CONCLUSION AND FUTURE WORK

In this chapter, we conclude the thesis and present future work that aims to improve

P4thV.

6.1 Conclusion

SDN’s data plane is vulnerable to attacks that change the forwarding behavior of the
data plane devices. However, the controller in SDN does not have the means to verify
the paths taken by the packets in the network. This issue is often neglected due to the

common assumption that the data plane of SDN is trusted.

In this paper, we define the path verification problem and various data plane attacks
that result in changes in data plane behavior. We describe P4thV, an extension to the
SDN controller that provides path verification and packet integrity. P4thV works by
gathering packet information from ingress and egress switches of flows in the net-
work and collecting flow statistics from switches responsible for forwarding to detect
attacks violating the authorized paths and changes in forwarding behavior. Moreover,
we implement P4thV using Python and P4 enabled software switches. We evaluate
the effectiveness of P4thV in a Mininet environment under adversarial settings. We
compare our results to existing work: FOCES and SPHINX. Our experiment results
show that P4thV is able to detect attacks against the data plane with 97.2% accuracy
and achieves 2x faster detection compared to FOCES. P4thV achieves this perfor-
mance while requiring 50% less control channel messages than SPHINX. We observe
that P4thV causes 10% throughput degradation and negligible additional forwarding
delays.
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6.2 Future Work

As future work, we plan to extend the capabilities of P4thV to localize compromised
switches. Currently, our design is only able to reduce the set of possible malicious
switches from the switches in the whole network to the switches taking part in the
forwarding of the flow the attack is detected on. Moreover, the statistics collection
process already gives a rough idea about the location of the malicious switch. Finding
out the source switch of the anomalous behavior would help the network operators
to reduce the impact of attacks and quickly mitigate attacks. One idea could be to
allow all switches on a path to generate notifications for the controller as packets pass
through. This way, the controller can keep a set of suspected switches and prune this
set according to the correctness of the notifications received from the switches on the

path, exposing the malicious switch in the end.

One of the shortcomings of P4thV is that it requires all packets to generate controller
messages for all packets at ingress and egress switches for every flow. While this
approach helps with faster detection of anomalies on the data plane, for benign flows,
it just increases the overhead. Moreover, with this approach, when flows introduce a
high number of packets per second, the controller may become congested and slow
down the whole detection process. To address this issue, we plan to approach the
problem in a probabilistic manner such that ingress and egress switches generate con-
troller messages only for a subset of the packets they process. One idea is to make
the probability of generating a controller message depend on the closeness of the val-
ues of ratios in equation and equation to the ¢ value. When the ratios are
closer to the ¢ value, ingress and egress switches will generate controller messages
with higher probabilities. This will result in the controller inspecting suspicious flows
more closely. However, we expect that an approach along these lines would reduce
the overhead significantly but would also negatively impact the detection accuracy.

We plan to inspect this trade-off between accuracy and overhead as well.

To broaden the use-cases of our design, we plan to perform further experiments on
different network topologies and compare their performance against the ever-growing
number of state-of-the-art solutions. These experiments and comparisons would high-

light the drawbacks and strengths of our design.
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